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WORK  PRESENTEDWORK  PRESENTED

l Design and Implementation of the CM5 
Parallel I/O Extension for HDF

l I/O Access Improvement of the CM5 
Extension

l Design of HDF Support for the Network of 
Workstations (HDF/NOW)
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What Is HDF?What Is HDF?

lA multi-object file format for sharing scientific data 
between different computing systems

lSystems supported: UNIX, MacOS, Windows NT,Windows 
Ô95

lAPI languages: C, FORTRAN
lOriginal design:

È Sequential computers
È Single memory space
È Single processor
È Data objects are wholly in single file
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Original HDF DesignOriginal HDF Design

lSequential machine
lSingle control flow
lObjects are wholly in single file
lSequential I/O
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Sequential ComputerSequential Computer

l Original HDF is for sequential 
computers

l Single memory space
l Single processor
l Single filesystem
l Objects are wholly in single 

file

Memory

I/O System

Filesystem

Data
Array

HDF

Data
Array



University of Illinois at Urbana-Champaign

Reasons Of Original HDF DesignReasons Of Original HDF Design

lMachines in the 80Õs are mainly sequential computers
lHDF was designed and first implemented on UNIX systems 

which originated in sequential systems
lParallel computers then were niche machines, not 

accessible to the mass
lMultiprocessors machines provides single memory and 

single filesystem
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Advance Of Parallel ComputersAdvance Of Parallel Computers

lParallel computers can provide more computing power 
than vector processors

lAdvance in both hardware and software makes parallel 
computers feasible for the mass
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HDF Support for DifferentHDF Support for Different
Kinds of Parallel ComputersKinds of Parallel Computers

lShared memory, single filesystem
(e.g., Cray, SGI Power Challenge)--Yes

lDistributed memory, single filesystem
(e.g., CM5)--CM5 parallel I/O extension

lDistributed memory, distributed filesystem
(e.g., IBM SP-2)--Work in progress
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Shared memoryShared memory
Single filesystemSingle filesystem

I/O System

Processor Processor Processor Processor

Memory

Filesystem

Data
Array

Data
Array



University of Illinois at Urbana-Champaign

Distributed memoryDistributed memory
 Single filesystem Single filesystem
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Distributed memoryDistributed memory
Distributed filesystemDistributed filesystem
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CM5 Disk ConfigurationCM5 Disk Configuration

lMassive Processor Nodes (PN) provides parallel 
processing

lPartition Manager (PM) provides the front-end for the PNÕs 
via the CM Network

lLocal disks on PM supports sequential I/O filesystem
lScalable Disk Array (SDA) supports parallel I/O filesystem 

via the CM Network
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CM5 Disks ConfigurationCM5 Disks Configuration
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Sequential HDF I/O For CM5Sequential HDF I/O For CM5

lHDF file accesses performed on the Partition Manager (PM) 
via sequential I/O system

lData must be passed between the PM and the Processor 
Nodes (PN) over the CM Network

lThe PM becomes the bottleneck and slows down the PNÕs
lI/O speed (3 MB/Sec) and filesystem capacity is limited by 

the resources of the PM
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Sequential HDF I/O PathsSequential HDF I/O Paths
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CM5 Extension RequirementsCM5 Extension Requirements

lEfficient Parallel I/O
lPartition configuration independent
lData file exchangeable with sequential machines
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CM5 Extension DesignCM5 Extension Design

lMetadata of a data array (e.g., dimensions, data type) is 
stored in the HDF file as before

lData part of the array is stored as an External Element 
which is stored in an external file residing in the Scalable 
Disk Array (SDA)

lCM5 CMFS library provides direct parallel I/O access from 
the PNÕs to the SDA

lSDA files are in Cardinal mode for sequential access 
compatibility
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CM5 Parallel HDF I/O PathsCM5 Parallel HDF I/O Paths
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I/O Access ImprovementI/O Access Improvement
of the CM5 Extensionof the CM5 Extension

lAccessing a 256x256x256 array of floating point in 
dedicated mode, repeated 30 times

lHDF Parallel I/O measured speeds
Read Write

È Minimum 23 MB/Sec 12 MB/Sec
È Maximum 61 MB/Sec 29 MB/Sec
È Average 50 MB/Sec 24 MB/Sec

lImprovement over the sequential access
È Read is 25 times faster
È Write is 10 times faster
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Architecture Of NOWArchitecture Of NOW
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HDF/NOWHDF/NOW
ObjectivesObjectives

lA standard self-described data format for NOW
lEfficient parallel I/O
lMachine independent data representation
lHDF features such as data compression
lData file exchangeable with sequential machines
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HDF/NOWHDF/NOW
System OverviewSystem Overview
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HDF/NOWHDF/NOW
Design IssuesDesign Issues

lMemory layout of data objects
lDisk file layout of data objects
lMoving data objects between memory and disk files
lSPMD programming model
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Distributed HDF fileDistributed HDF file

Main
HDF File

Associate
HDF File

Object MetaData:
File layout
Attributes

Chunk Data

Associate
HDF File

Chunk Data

Associate
HDF File

Chunk Data



University of Illinois at Urbana-Champaign

Distributed HDF fileDistributed HDF file

l One Main HDF File (MHF) with multiple Associate HDF Files (AHFÕs)
l Main HDF file contains disk file layout of data objects
l Each Associate HDF File contains chunks of object data
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 Advantages of Advantages of
Distributed HDF fileDistributed HDF file

lSelf described disk file layout
lBigger overall file size as files may reside on distributed 

filesystems
lEach file can make use of all HDF features, e,g., 

compression
lFlexible storage (e.g., MHF on disk and AHFÕs on CD-ROM)
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Parallel HDF I/OParallel HDF I/O

l One Main HDF Process (MHP) with multiple Associate HDF Processes 
(AHP)

l MHP accesses the Main file for overall bookkeeping
l AHP accesses the Associate file for parallel data I/O
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Advantages ofAdvantages of
Parallel HDF I/OParallel HDF I/O

lParallel I/O
lParallel data compression if desired
lCollective I/O if desired
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HDF/NOWHDF/NOW
SystemSystem

lMultiple compute processes issue data objects requests to 
MHP

lMHP coordinates I/O requests between compute processes 
and AHPÕs

lAHPÕs provide object data access for the compute 
processes
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 Advantages of Advantages of
HDF/NOW DesignHDF/NOW Design

lParallel I/O
lSelf described distributed file layout
lParallel data compression and other HDF features
lAsynchronous I/O access by compute processes
lDistributed filesystem provides more disk resources
lFlexible storage (e.g., MHF on disk and AHFÕs on CD-ROM)
lCollective I/O if desired
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HDF/NOWHDF/NOW
Implementation PlanImplementation Plan

lProgramming environment:
È C, 
È MPI (an emerging standard)

lWorkstations networked
È Sun
È SGI
È HP
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HDF/NOWHDF/NOW
Implementation PlanImplementation Plan

lImplement in the HDF group NOW (Suns, SGIÕs and HPÕs) 
using MPI

lField Tests by HDF users
lInvestigate incorporating parallel I/O systems (e.g. MPI-IO, 

PPFS)
lInvestigate collective I/O support
lImplement in SP-2 system


